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Risk assessment tools

Many high-stakes decisions are made by first estimating the 
likelihood of an adverse outcome based on the available 
information.

Lending is based on risk of default; pretrial detention is based 
on risk of recidivism.

Decisions guided by statistical risk assessments can, in theory, 
be more equitable than those made by intuition alone.



Part I: A critique of 
deontological 

approaches to fairness
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Deontological ethics

The morality of an action is judged based on whether the action 
itself is right or wrong under a set of rules, rather than based on 
the consequences of the action.



A mathematical definition of fairness
Classification parity

An algorithm is considered to be fair if error rates are 
[ approximately ] equal for white and Black individuals.



A mathematical definition of fairness
Proposed legislation in Idaho [ 2019 ]

“Pretrial risk assessment algorithms shall not be used … by the 
state until first shown to be free of bias, ...[meaning] that an 
algorithm has been formally tested and...the rate of error is 
balanced as between protected classes and those not in 
protected classes.”
[ This requirement was removed from the final bill. ]



A mathematical definition of fairness
False positive rate

A common mathematical definition of fairness is demanding 
equal false positive rates.

Did not reoffend

Did not reoffend & “high risk”
False positive rate   = 



Error rate disparities in Broward County
Via ProPublica

were deemed high risk of committing a violent crime

[ Higher false positive rates for Black defendants ]
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of white defendants 
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False positive rates
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False positive rates

42% 
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Broward County risk distributions

Black and white defendants have different risk distributions

0 Likelihood of violent recidivism 1

25%



Infra-marginality 

The false positive rate is an infra-marginal statistic—it depends 
not only on a group’s threshold but on its distribution of risk.
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Error rates in context

In traditional machine-learning settings, we compare multiple 
models on the same dataset.

Past fair ML work has often compared one model across 
multiple datasets, leading to hard-to-interpret results.



What factors are appropriate to 
include in a risk assessment? 
Is it appropriate to base risk estimates on factors such as 
employment, housing status, age and gender?



What factors are appropriate to 
include in a risk assessment? 
Is it appropriate to base risk estimates on factors such as 
employment, housing status, age and gender?

Some worry that such factors are proxies for race and 
socioeconomics; and gender itself is a protected trait. 

This has lead to a deontological objection to their inclusion.
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Gender-blind risk scores

Excluding gender in risk scores can effectively subject women 
to a harsher standard.

This does not mean we should always include gender [ or other 
protected traits ] in risk scores. But it suggests a more 
nuanced approach.



Part II: A consequentialist 
approach to fairness
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Motivating example

In many jurisdictions, people can be jailed for failing to appear 
at mandatory court dates. As a result, it is possible to reduce 
incarceration by helping people appear in court.

One way to do this is to provide people with free door-to-door 
rideshare service to and from court.
[ It would be better to just not jail people for this! ]



Motivating example

We have $100k to purchase rideshare trips for people with 
upcoming court dates. Who should we give rides to? 
[ We’re preparing to give out rides this fall in California. ]



Motivating example

We have $100k to purchase rideshare trips for people with 
upcoming court dates. Who should we give rides to? 
[ We’re preparing to give out rides this fall in California. ]

One natural approach is to allocate the rides in a way that 
maximizes the number of people who make it to court.

1. Estimate heterogeneous treatment effects; 
2. Rank and allocate by estimated effect per dollar





A deontological approach

To ensure an equitable allocation of resources, one might 
require that an equal proportion of people receive rides 
across groups defined by race or other characteristics.



An implicit tradeoff
[ Hypothetical numbers ]

Optimize appearance
- 1,000 new appearances
- 30% of one group gets rides and 10% of the other

Equal allocation
- 800 new appearances
- 20% of each group gets rides



The consequentialist approach

Traditional, deontological approaches do not consider the 
potential impacts of decisions on outcomes, and as a result, 
likely end in an allocation misaligned with stakeholder 
preferences.

We take a different approach: we aim for decisions that 
maximize stakeholder utility, including one’s preferences for 
parity.
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Deontological vs. consequentialist 
approaches

When we force our decision policies to satisfy particular 
mathematical fairness constraints (e.g., demographic parity), it 
can result in sub-optimal outcomes.



Learning optimal policies

In real-world settings, we want to efficiently learn a policy 
that maximizes our utility subject to budget constraints.

But our utility depends on both individual-level outcomes 
(e.g., appearances) and policy-level outcomes (e.g., parity).

We learn these utility-maximizing policies via modified bandit 
algorithms that solve an allocation problem at each step.



Coda



Designing for equity

Part I: Past attempts to address inequities have focused on 
deontological approaches [ e.g., requiring error-rate parity ]. 
These approaches can offer insights but can also exacerbate 
problems.

Part II: A consequentialist approach explicitly considers the 

tradeoffs inherent to policy decisions [ e.g., efficient allocation 
vs. parity ].


